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Abstract – The paper describes the SMT implementations 
in the IBM POWER5 processor and the Intel Xeon. The 
detailed introduction of the structure of a processor is 
followed by the comparison of the presented architectures. 
The differences and similarities of the depicted solutions 
are emphasized at the end of the article. 
Keywords – simultaneous multithreading (SMT), 
implementation, PowerPC, Xeon 

I. INTRODUCTION 
URRENT superscalar processors take advantage 

of Instruction Level Parallelism (ILP) from a single 
thread, which allows them to execute several 
instructions during a clock cycle. However, the amount 
of a parallelism in one thread is limited due to control 
and data dependencies, what has motivated the research 
on other forms of parallelism. 

In a multiprocessor several threads run in parallel at 
a given time on different sets of hardware resources, 
only sharing some levels of the cache hierarchy. This 
does not provide efficient use of resources, since if the 
thread in one core experience long time stall (for 
example, level two cache miss) the threads from the 
other cores are not allowed to use the resource of the 
stalled thread’s core. 

The next solution is coarse-grain multithreading 
architecture, also called switch-on-event by the Intel® 
consortium. In this approach only one thread executes at 
any given instant in time. The architecture swaps to 
a different thread when a given thread experiences 
a long latency event, such as cache miss. By allowing 
a thread to run when the first one is idle, the overall 
throughput of the architecture increases. However, there 
is a significant context switch delay, while swapping the 
threads, which has a negative influence on the 
performance. 

Fine-grain multithreading architectures, also called 
time-slice, are an alternative to the presented above. The 
main difference is that here the context switching occurs 
more often (in some implementations every clock 
cycle). In this processor the reason to undertake the 
context switching may not be necessarily long-latency 
event. Therefore, even the latency of short-latency 
operations may be hided by allowing the ready to 
execute thread to proceed. However, still only one 
thread may proceed at a time. 

The latest solution is the simultaneous multithreading 
(SMT) architecture. Here the processor is able to issue 

instructions from the different threads in the same cycle. 
As a result, not only the switching between the threads 
may be undertaken in order to hide the latency of the 
short-latency operations by using their idle cycles, but 
also unused issue slots may be filled at a given cycle. 
Therefore, two forms of parallelism are available here: 
ILP that comes from the possibility of executing several 
instructions from a given thread, and also Thread-Level 
Parallelism (TLP), that comes from executing several 
threads in parallel at any given time. With SMT, the 
system adjusts dynamically to the environment by 
allowing running threads to compete with each other for 
the available resources. If one thread is stalled due to 
long-latency operation, the other one may use all the 
available resource, since the stalled thread is not able to 
make any use of them. This form of thread management 
achieves the highest performance. 

This paper describes the latest implementations of the 
SMT architecture in the state-of-the-art processors 
available on the market. 

 

 
 
Fig. 1. A possible classification of multithreaded architectures [11]. 

II. IBM’S® POWER5TM 
This part of the paper describes the structure and 

behavior of the POWER5 processor from the SMT 
implementation point of view. 

A. Instruction pipeline 
The POWER5 processor supports both enhanced SMT 

and single-threaded (ST) modes. There are two identical 
processor cores in the POWER5 architecture. Each of 
them is supporting two logical threads. Since the 
operating systems are not ready yet to distinguish the 
multithreaded processor from the multiprocessor 
architecture, the 2-core 2-threaded SMT POWER5 
processor appears as a four-way symmetric 
multiprocessor to the operating system. Figure 2 shows 
the data flow of the POWER5 processor. 
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Fig. 2. POWER5 instruction data flow (BXU = branch execution unit and CRL = condition register logical execution unit) [1]. 

 
In a given cycle, instructions are fetched from the 

same thread, since the instruction cache and the 
instruction translation facility are shared between them. 

As it may be seen in Figure 2 three branch history 
tables are also shared between the threads. The first 
branch history table is used to predict the direction of 
the branch on the basis of bimodal branch-prediction 
mechanism, while the second table uses the path-
correlated mechanism. The third table chooses between 
the results of two previous ones in order to determine 
the direction that is more likely to be the correct one. 
Each branch enters into the branch information queue 
(BIQ) during the fetch pipeline stage. This structure 
saves the necessary information for the recovery from 
the branch miss-prediction. It is split into two halves of 
eight entries, one for each thread. Branch prediction 
mechanism alternates between two threads. 

For the fetching of two independent threads, two 
program counters have been implemented. The fetch 
policy alternates between two threads, fetching the 
instruction in one cycle from one thread, depending on 
their priority and resource availability. Instruction and 
data cache entries may be fully shared between the two 
threads. Entries in both first-level memory address 
translation tables are tagged with the number of the 
thread and are not shared among them. 

In ST mode only one PC counter is used and all the 
fetching availability is admitted to one thread, since this 
is the only thread executing in the processor. 

When fetched, instructions are placed in two, 
separated for-each-thread, instruction buffers. The size 
of these buffers is smaller than in POWER4 architecture 
(24 entries). During a given clock cycle only one 
instruction buffer is able to release up to 5 instructions, 
which are next formed into the group by the dispatch 
logic. The decision which instruction buffer should 
release up to 5 instructions (which thread should be 
dispatched) is made on the base of the thread priority. 
Instructions from the group are from the same thread 
and are decoded in parallel in the next pipeline stages. 

Therefore, during the decode stage all of the instructions 
in the group flow in program order. 

As it has been mentioned before, instructions from 
one thread are formed into a group. The reason of such 
a solution is simplification of the instruction tracking 
logic. Each dispatched group has its own control 
information placed in the global completion table 
(GCT). One may say that global completion table 
consists information regarding the instructions currently 
flowing in the out-of-order part of the pipeline. Each 
entry in the GCT consist the address of the first 
instruction in the group, where up to 5 instructions may 
be included. When a group is committed, their entries 
are de-allocated from the GCT. The entries are allocated 
in the program order for each thread, but depending on 
the thread fetching order, the GCT entries may be 
intermingled between the two threads corresponding to 
the fetch order. 

Each logical register number has been appended 
additional bit, which are next mapped in the same way 
as in POWER4 architecture. 
Comparing the issue queues to the POWER4 
architecture, only the size of the floating point issue 
queues has been increased from 20 to 24 entries. Both 
fixed and floating points issue queues are shared by the 
two threads, as well as the load and store issue queues. 
Moreover, branch execution and condition register (CR) 
issue queues are shared by the threads. 

An instruction is issued when all its operands are 
ready. There is no division of the threads when issuing 
them into the out-of-order part of the pipeline. Since that 
stage instructions are executed concurrently from 
different threads and even from different groups. The 
only motivation to issue an instruction is the ability of 
its operands. 

In the last stage, the group commitment is done, one 
in each clock cycle. Therefore, only one thread may 
commit during a given clock cycle. The group that is to 
be committed must be the oldest one of a given thread, 
which did not generate any exception. 
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B. Resource balancing 
One of the main problems in the multithreaded 

processors is the possibility of monopolizing the 
resource by one thread. In such a situation the other 
thread may not continue its job, or dramatically loses 
performance. In the POWER5 architecture a dynamic 
resource balancing mechanism has been implemented in 
order to minimize such an effect. The implemented logic 
monitors resources (global completion table and load 
miss queue). If one thread is using more resources than 
it has been assigned (more than a given threshold), it is 
throttled back so that the other thread is able now to 
proceed without experiencing any congestion. 

There are three mechanisms for throttling the 
offending thread, depending on the given situation – 
reducing the priority of the thread, inhibiting the 
instruction decoding, and flushing the thread’s 
instructions. The first one is the primary mechanism and 
is described below. The second one inhibits the 
instruction decoding of a given thread until the 
congestion clears. This mechanism is used if a thread 
incurs a specified number of L2 cache misses. The last 
one flushes all of the instructions of a given thread that 
are waiting to be dispatched and, moreover, stops the 
thread from decoding any other instruction. It is the 
most aggressive approach and is used only in the 
situations where a thread is experiencing very long 
latency (for example, a sync instruction). 

C. Thread priority 
There are 7 levels of thread priority in the POWER5 

processor. These priority levels are set by the software 
and enforced by the hardware. Some of the levels of 
priority are reserved for privileged instructions only. 
The reasons for changing the priorities of the thread may 
be the following: if one thread is in the spin loop waiting 
for a lock, it does not need as much resources as during 
the normal work; the same goes to the situation when 
a thread has nothing immediate to do and is waiting (for 
example, for the external input). If one application must 
run faster than the other (for example, the real-time 
application) it will receive higher priority. 

In Figure 3 one may find the effects of thread priority 
on performance. If both threads are set to the lowest 
level (1), or one of them is in the lowest level while the 
other is turned off (0) the processor goes to the low-
power consumption mode where the performance is 
significantly reduced. The higher priority for the thread 
means that it receives more clock cycles for the decode 
pipeline stage. As it may be observed, the best overall 
performance may be achieved when both threads 
experience the same priority level. 

In Figure 4 one may find the illustration of the 
dynamic thread switching mechanism. As it may be 
observed there, in every case it is the software that is 
responsible of switching the thread to different mode, 
therefore, changing the processor’s mode from SMT to 
ST and vice versa. A thread may be shut down by 
performing a move to a special purpose register. Then 
all resources previously used by the thread that is to be 
turned off are released to the remaining, active thread. 
There are two ways to set the thread into in-active state: 
by setting it to dormant or null state. In the first case, the 

thread that has been turned off is later activated and the 
software must recover all its architectural state. It is 
achieved by saving the state of the thread before actually 
stopping it. In the second case, the thread state may not 
be saved. Therefore, in the null state all of the thread 
information is lost while in the dormant state the thread 
is hibernated. If the software is trying to turn off the 
only running thread, its command is ignored. 

 

 
 
Fig. 3. Effects of thread priority on performance on the POWER5 [1]. 
 

System firmware is able to turn on a thread (to active 
state) on an external, decrementer or system reset 
interrupt presented to the inactive thread. Moreover, 
waking up the inactive thread may be achieved by the 
move to a special purpose register that controls 
threading. 

D. Performance 
Current studies have shown [1][2] that not all of the 

applications benefit from the SMT mode. It is mostly the 
case for the programs that are using all of the chip 
memory bandwidth or whose performance is limited by 
the execution unit utilization. The alternative for such 
benchmarks is the Single-Threaded (ST) mode, where 
all available resources are assigned to the one, only 
running thread. 

 

 
 

Fig. 4. Dynamic thread switching mechanism illustration in POWER5 
[6]. 

 

 
 
Fig. 5. Comparison of performance of POWER4 and POWER5 
architectures for different running modes [6]. 
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In Figure 5 the comparison of the performance of the 
POWER4 and POWER5 architectures has been 
depicted. The POWER5 processor has been depicted in 
both SMT and ST mode. The test has been undertaken 
for the matrixes multiply workload, which requires 
a significant cache memory space. As it may be 
observed, two threads (SMT mode) compete with each 
other obtained reduced overall performance. 

III. INTEL’S® XEONTM 
This part of the paper describes the SMT 

implementation in the Intel’s Xeon machines. 

A. Instruction pipeline 
Hyper-Threading Technology is the Intel’s SMT 

implementation in their products. The basic concept is to 
make a single processor appear as two logical ones to 
the operating system. The architecture state is duplicated 
for these two logical processors, while the physical 
execution resources are shared among them. Since from 
software perspective an architectural state is duplicated, 
the physical processor appears as two different logical 
ones. Therefore, the operating system may schedule 
processes or threads to logical processors as in 
multiprocessor systems. 

In the Intel’s architectures, in order to speed up the 
instruction fetching time, the Execution Trace Cache 
structure has been designed. Unlike the conventional 
instruction caches, Trace Cache sits between the decode 
logic and the execution logic, where it is able to store 
already decoded instructions or μops. By doing that, the 
once decoded instructions may be placed in the Trace 
Cache and then can be used several times during the 
execution time. Therefore, the decoding of a given 
instruction is undertaken only once unless the cache 
misses occurs. 

The view of the whole pipeline has been illustrated in 
the figure 6. Red and yellow colors correspond to 
different threads. As it may be observed there, some 
parts of the pipeline are duplicated for two threads, 
while the others are shared between them. 

The instructions are fetched from the shared Trace 
Cache. The address of the instructions to be fetched is 
delivered by two independent program counters pointing 
to two different execution points in two independent 
threads. Each cycle only one instruction may be fetched, 
therefore, the fetch bandwidth is shared. To ensure that 
thread context in Trace Cache is not lost, the entries are 
tagged with thread information. Since the cache is 
shared, it is possible for one logical processor to have 
more entries than the other one. The order of the request 
to the L2 cache is based on the first-come first served 
schedule. However, there is always at least one slot 
reserved for each thread, to allow each logical processor 
have at least one pending L2 access. 

Small structures of the branch prediction logic are 
duplicated, while the larger parts are shared among the 
threads. Therefore, the return stack buffer (prediction of 
the target of return instructions) has been duplicated. 
This structure has a significant influence on the 
prediction accuracy and this accuracy is higher if both 
threads have separate return stack buffer. Global history 
array is shared, with every branch history buffer 

assigned only to one thread (global history array entries 
are tagged with the logical processor ID). 

The decode logic decodes several instructions of one 
logical processor and than it switches to decode the 
instructions for another logical processor. 

The microcode queue (stage 2 in the figure 6) has 
been partitioned – each thread has half of the entries. 
Each cycle only one thread is forwarded to the rename 
stage of the pipeline. If a given thread has a full 
microcode queue, then it is stalled. If there is only one 
thread running in the architecture, it is given a full 
bandwidth – each cycle the instruction from the thread is 
transmitted to the rename stage. 

The allocator (stage 3 in the figure 6, together with the 
rename logic) allocates key machine buffer necessary 
for executing each μop. There are two allocators in the 
architecture. Some of these key buffers are partitioned, 
so that a given thread may use only a half of its entries. 
In parallel with the allocation the register renaming is 
undertaken. The Register Alias Table (RAT) is used by 
the renaming logic in order to determine to which 
physical register the architectural one has been mapped. 
Since there are two threads and the number of general 
purpose registers is doubled, there are two RATs. Both 
threads are renamed to the same shared physical register 
pool. 

Once the instructions are renamed, they are placed in 
two instruction queues - one for memory operations 
(loads and stores) and another for all other operations. 
These queues are partitioned - each thread uses only 
a half of entries. 

From now on, the resources are mostly shared. Each 
cycle the instructions from one thread are passed to the 
scheduling phase of the pipeline, where they are placed 
regardless to which logical processor they belong to. As 
soon as the operands of the instruction are ready, the 
given operation is issued to the out-of-order architecture 
engine. Since it would be possible for one thread to 
monopolize the scheduler entries, the maximum number 
of scheduler entries for a given thread has been settled, 
depending on the size of the scheduler queue. 

As stated above, the register read is undertaken 
regardless the thread to which an instruction belongs to. 
Next, the execution units simply read the registers, 
execute the operation and write the result to a given 
physical register without understanding by which logical 
processor the instruction has been issued. The order of 
writing the result to the physical register file 
corresponds to the order of issuing the instructions and 
does not correspond to a given thread. However, the 
store queue is partitioned, so that one thread is writing 
its results to the L1 cache during a given clock cycle. 

Finally, the re-order buffer is partitioned allowing 
a given thread to use only half of its entries. It allows 
keeping the order of instructions for a given thread. 
Only one thread may retire during a given clock cycle. 
Each cycle only one thread can retire instructions. 

As it was the case for the POWER5 architecture, the 
memory system is not aware of which thread is the 
owner of the given memory reference. Simply, 
schedulers send the load or store request to the memory 
system, which handles them as they come without 
distinguish between two different threads. 
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Fig. 6. Detailed pipeline view of the Intel Pentium 4. Thread selection points are marked with blue [5]. 

 

B. Different execution modes 
From the performance perspective it is beneficial to 

stop one thread, if there is only one software thread that 
needs to be executed. The Xeon architecture allows the 
processor to enter to the Single-Task (ST) mode, when 
there is only one thread running, from the Multi-Task 
(MT) mode, when there are two threads running. The 
thread may be stopped by executing the HALT 
instruction – then a logical processor that has issued 
such an instruction is being stopped and the machine 
goes to the ST mode. If the second, last running thread 
will issue the HALT instruction as well, machine goes to 
the low-power consumption mode (please recall that in 
the POWER5 architectures such a instruction issued in 
ST mode is ignored). If the halted logical processor will 
receive an interrupt, it is waked and the machine returns 
to the MT mode. 

C. Performance 
Figure 7 and 8 show the results of performance 

analysis of the Pentium 4. In every case the Hyper-
Threading technology increases the performance of the 
analyzed machine. The increase varies from 16% to 28% 
performance benefit. However, it is important to 
underline, that only a server-type workloads have been 
analyzed. In such workloads the amount of parallelism is 
much higher than in general purpose machines, such as 
workstations. 

IV. COMPARING DIFFERENT IMPLEMENTATIONS 
There are different approaches for SMT 

implementation in the presented architectures. 
In all architectures one may distinguish the in-order 

part and out-of-order part. There is an in-order part of 
the pipeline for the POWER5 architecture since the 
beginning of the pipeline till the mapping stage, while 
the rest of it, starting from instruction issue stage and till 
the end, is the out-of-order processing part. For the Xeon 
case, before the microcode queue one may find the in-
order part, after this stage (including it) one may 
distinguish out-of-order execution engine. The 
POWER5 architecture is deeply pipelined: with 17 
stages, while Xeon has only10 stages. Since the 
POWER5 is more pipelined architecture, it could be the 
reason for instruction grouping. 

Xeon and POWER5 implemented 2 threads in their 
architectures. However, it is significant to notice, that 

POWER5 is the dual-core architecture, therefore, 
achieving 4 logical processors in the chip. 

 

 
 
Fig. 7. OLTP workload performance of Xeon machine [4]. 
 

 
 
Fig. 8. Web server benchmark performance of Xeon machine [4]. 

 
In all presented architectures the number of program 

counters is multiplied by the number of threads 
executing in the processor. Therefore, there are 2 
program counters in the presented architectures. In fact, 
each core in POWER5 machine has its own, identical 
architecture, which makes 4 program counters in the 
entire chip. The caches are shared. In Xeon it is the 
Trace Cache (named Execution Trace Cache), which is 
storing already decode instructions, in order to 
accelerate the fetch-decode process. In POWER5 and 
Xeon branch history tables are shared, even if each 
branch is belonging to a different thread, while the 
lookaside buffers are not shared – they are duplicated, 
one for each thread. Moreover, decode logic is shared in 
both machines. 

Different instruction queues organizations may also be 
noticed. In POWER5 instruction queue is shared. The 
number of entries belonging to a given thread depends 
on the thread fetch order. In Xeon architecture the 
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instruction queue has been partitioned (precisely, each 
of the instruction queue has been partitioned, since there 
are two queues) and each cycle the thread selection is 
undertaken to forward the instructions to the scheduler 
stage. 

From now on, there are not so many differences 
between the presented architectures. Out-of-order 
execution engine is shared between the threads. In 
POWER5 architecture everything is shared since the 
instruction queue stage (in all the out-of-order part of the 
pipeline), except the group completion stage 
(2 structures, one for each thread) and doubled store 
queue. Similarly, in the Xeon machine, the store queue 
and re-order buffer have been partitioned for two 
threads. In general, POWER5 usually doubles the 
critical resources, while Xeon usually partitions them. 

POWER5 use instruction grouping, while Xeon does 
not. POWER5 builds the groups of up to 5 instructions 
that are next tracked during the out-of-order execution. 
These instructions are than committed in parallel, which 
means that all of the executed instructions in the group 
are committed at the same time. If one instruction has 
been executed earlier (since there is an out-of-order 
execution engine) it must wait for all of the instructions 
in the group to be committed (retired) with them. This 
solution, however, simplifies the pipeline architecture. 

V. CONCLUSIONS 
In 1999 Rick Merritt said [10]: “Intel has staked out 

fresh ground in instruction-level parallelism (ILP) with 
its newly christened Itanium architecture – formerly 
known as Merced — which relies heavily on compiler 
technology and such new techniques as speculative 
processing. IBM took a hardware approach, using chip 
multiprocessing (CMP) by putting two cores on its 
Power4 processor”. As it may be observed in this paper, 
this is no longer true, since the Xeon architecture 
already uses the TLP, however, it shows the different 
philology approaches of the different manufactures. We 
may echo Michael Slater’s1 words: "Ultimately, 
everybody will do all of it, [but] initially they are all 
trying to solve different problems and have unique 
starting points" [10]. 

Two different SMT implementations have been 
depicted in the paper: the POWER5 of IBM and the 
Xeon of Intel. The differences and similarities of the 
machines have been underlined at the end of the article. 

In both Xeon and POWER5 machines adding another 
active thread to the environment increase the overall 
performance. In general, the performance benefit strictly 
corresponds to the benchmark being executed and to the 
current thread priority levels – it is not possible to say 
that in every case the throughput progress is fixed. The 
best overall results for the POWER5 machine were 
obtained when two threads had the same priority level. 
Even beneficial in many cases, as shown in Figure 3 for 
POWER5 and Figures 7 and 8 for Xeon, for some 
programs SMT is counter productive (Figure 5). This is 
meanly due to the threads competition in shared 
resources. In Figure 5 the benchmark used to evaluate 
the architecture was a very demanding one, strictly 

                                                           
1 The principal analyst with MicroDesign Resources 

dependent on the cache performance. Since cache 
memory was a shared resource in the studied 
architecture, two threads requiring big caches and 
competing for the same cache memory resource were 
limiting its performance. As the result, the overall 
achieved performance was less than in the single-thread 
mode. 

Simultaneous multithreading is the solution to 
increase performance, which is commonly used in 
a processor implementation. The progress of 
computational machines has reached the point, where 
the resources in current architectures may not be fully 
utilized due to data and control dependency in a given 
workload. The thread level parallelism is a good answer 
on how to increase performance without drastically 
increasing the resources.  
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